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Abstract

The project has completed as planned, with one additional minor deviation beyond those described in the
interim report: we ended up running more participants than expected. The manuscript describing the
study has been submitted; we will inform the Board upon its acceptance.

1 Background and aims

Suggestion is one of the most central yet least understood aspects of hypnosis (Halligan & Oakley, 2014).
Through a combination of psychological and neurological processes, verbal suggestions from a hypnotist
can cause a top-down cascade of effects including visual hallucinations (Lynn et al., 2010), delusions
(Woody & Szechtman, 2011), memory distortions (Raz, 2011; Spanos et al., 1999), and changes in the feeling
of control (Polito et al., 2013; Raz, 2011). Similar but weaker effects can occur from verbal suggestions
without the hypnosis (Déry et al., 2014), or even without the hypnotist. Indeed, self-suggestion occurs
when people guide their own experiences and behaviours by saying or thinking of suggestions on their
own (Oakley, 1999; Varga, 2011). This type of suggestion has received comparatively little attention in the
literature (Oakley & Halligan, 2013).

During our previous BIAL Foundation fellowship, we proposed that confabulation in choice blindness (CB)
paradigms could act as self-suggestion. In this paradigm, participants are given false feedback about the
outcome of one of their choices and are then asked to explain why they chose it. Many participants do
not notice this mismatch, and they instead confabulate — generate post-hoc rationalisations — as to why
they made the (non-chosen) choice (Johansson et al., 2005). For example, if people are asked why they
agreed with a questionnaire item (though they initially disagreed with it), they will tend to explain their
agreement with little resistance. Our previous studies have shown that these confabulations can influence
attitudes. Having participants explain false feedback that their prosocial attitudes are lower or higher than
originally reported can shift them in the manipulated direction (Olson et al., in revision). These attitude
changes sometimes generalise to related but non-manipulated attitudes, and the changes can persist for at
least one week (Strandberg et al., 2018).

Using choice blindness to promote self-suggestion has two major limitations in experimental or clinical
contexts. First, it requires deception, which raises ethical concerns. Given unreliable detection measures, it
is also difficult to screen out participants who noticed the deception and may be influenced by demand
characteristics (Olson & Raz, 2021). Second, it is unclear how far the attitude changes generalise to related
constructs or behaviours. In some studies, attitude changes can generalise to related items on the measured
scale (e.g., Olson et al., in revision); in others, there are no changes in related attitudes or behaviours.

To clarify this mixed evidence, we conducted a study with three aims:

1. Assess the generalisation of confabulation-related attitude change. Here, we manipulated participants’
agreement with items on a scale of experiential avoidance, which measures one’s unwillingness to
engage in challenging yet often healthy behaviours. We tested whether a manipulation based on



choice blindness would spread to other non-manipulated items on the same scale, or to the related
constructs of depression and life satisfaction.

2. Test the necessity of deception in choice blindness manipulations. If the attitude change in choice
blindness studies is based on self-suggestion, we would expect that it may still persist without the
deception. We thus tested a condition in which participants were told that the feedback they were
receiving was false, but to confabulate about it as if it were true. Participants would see reduced
agreement with some of the experiential avoidance items and would be asked to explain this reduced
agreement as if it were their own.

3. Test two novel personality predictors of choice blindness detection. In some studies, participants
notice that the items were manipulated and that the feedback is false. There have been few trait-level
predictors identified to predict who will notice the deception (Strandberg et al., 2019). We tested
two potential candidates: mindfulness, the tendency to notice new things and remain focused on the
present environment (Pirson et al., 2018), and transliminality, one’s sensitivity to subtle stimuli (Lange
et al., 2000).

2 Methods

2.1 Participants

Using participant pools and social media, we recruited 190 healthy participants from McGill University
(n = 111) and Harvard University (n = 79).! We excluded participants who had detected the experimental
manipulation (n = 9), misunderstood target questions (n = 8), or reported no EA on two of the three
target questions (n = 4). We also excluded participants who did not complete the follow-up questionnaires
(n = 3), who completed them too fast (defined as under five minutes; n = 1), or who completed them too
late (defined as over nine days after the study session; n = 4). Cases in which experimenter error occurred
(n = 3) or the participants did not follow the experimenter’s instructions (n = 2) were also excluded. In
addition, we excluded one participant who did not consent to the use of their data following the debriefing
and one who disclosed meeting an exclusion criterion during the experiment. A final six participants were
excluded during the data analysis due to extreme scores or too many missing values. The final sample
size was 147. Participants were predominantly female (80%) with an average age of 23.0 (SD = 4.1). We
selected individuals aged 18 to 35 because they tend to report high levels of depression (Twenge et al.,
2019), which was relevant for our manipulation. To minimise risk, individuals who were ever diagnosed
with a psychiatric condition or who were taking prescription psychotropic medication were not recruited.

The study procedure and analyses were preregistered and received institutional review board approval
from McGill University (22-01-004), Harvard University (IRB20-1520), and the University of Quebec in
Montreal (2023-4939).

2.2 Procedure
2.2.1 Recruitment

Participants were recruited for a study advertised as exploring links between beliefs about the self, subjective
experience, behaviour, and personality traits. To determine eligibility, participants completed an anonymous
online questionnaire measuring age, current or past psychiatric diagnosis, and current use of psychotropic
medication. Eligible participants were scheduled for a 45-min videoconferencing session with a research
assistant. See Figure 1 for the overall procedure.

IThese numbers omit 10 pilot participants.
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Figure 1: Design and procedure.

2.2.2 Session 1

2.2.2.1 Briefing and self-report questionnaires During the meeting, the experimenter explained that
the ostensible goal of the study was to explore how changes in social interactions during the pandemic
have affected the relationship between individuals’ personality, behaviours, and feelings. We chose this
cover story to obscure our hypotheses and reduce demand characteristics (Orne, 1962). After consenting,
participants were instructed to complete a series of online questionnaires, including measures of experiential
avoidance and depression, in order to discuss some of their answers in greater detail during the qualitative
portion of the study. The entire session was audio recorded. The experimenter then randomly assigned the
participants to one of three conditions: control, CB, or non-deceptive CB, as described below.

2.2.2.2 Qualitative section Upon completing the questionnaires, participants were asked to revisit
five questions to explain the rationales behind their responses. The questions consisted of three target
experiential avoidance items drawn from the Brief Experiential Avoidance Questionnaire (“I won’t do
something until I absolutely have to,” “I go out of my way to avoid uncomfortable situations,” and “One
of my big goals is to be free from painful emotions”; Gamez, et al., 2014) as well as distractor items from
the Langer Mindfulness Scale (“I like to figure out how things work” and “I am rarely aware of changes”;
Pirson et al., 2018). The experimenter displayed one question at a time and asked the participant to explain
their rating (“Can you explain why you responded in this way? What are some examples from your life
that are consistent with how you answered?”).

2.2.2.3 Condition-specific manipulation In the control condition, participants viewed and explained their
original answers. In the CB condition, participants viewed and explained answers that were manipulated
to show less agreement with the experiential avoidance items; the new answers indicated that participants
viewed themselves as engaging in less avoidance. In the non-deceptive CB condition, participants viewed
both their original and modified answers. They were instructed to explain the modified answers as if they
were their answers all along. The two distractor mindfulness items were never manipulated. See Figure 2
for an overview of the conditions.

The response format of the items was modified to use a visual analogue scale in order to be consistent with
prior CB studies (e.g., Hall et al., 2013). Participants rated their agreement with statements on a scale from
0 (“Strongly disagree”) to 100 (“Strongly agree”), and three of their answers were modified to indicate
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Figure 2: Experimental manipulation by condition.

less avoidance. We chose the experiential avoidance items to modify based on their correlations with
measures of depression in prior research. The degree of change was determined during our pilot phase,
which attempted to reduce detection of the manipulation. We used a standardised formula” to reduce
scores so that higher scores (more avoidance) are decreased more than lower scores (less avoidance). The
formula ensured that scores indicated some disagreement with experiential avoidance, yet the manipulation
remained small enough that participants were unlikely to notice the shift. For example, scores of 100, 75,
50, and 25 were shifted to 50, 34, 21 and 9 respectively. While the participant was filling out additional
questionnaires, the experimenter extracted the participants’ target and distractor scores and applied the
standardised transformation to the target responses. The transformed scores were then entered into the
questionnaires and presented to the participant.

2.2.3 Session 2

Seven days later, participants received a link by email to complete the same questionnaires in order to
assess changes on the measures. They were then fully debriefed and received a $10 gift card or course
credit.

2.3 Measures
2.3.1 Choice blindness detection

We measured whether participants detected the CB manipulation at two time points: during the exper-
imental session and one week later. During the session, the experimenter was instructed to categorise
participants” spontaneous responses in the deceptive condition into two response types: suspicion and no
suspicion. Suspicion was defined as the participant reporting a mismatch between their intended answer
and the answer displayed on screen (e.g., “Is that my answer? Because I have a feeling that it shouldn’t

2Given the participant’s agreement with the item as x, the manipulated feedback equalled % + %.



be. It should have been more to the right”). Participants who expressed suspicion were excluded. We
also assessed CB detection at follow-up. Similar to Hall and colleagues (2012), participants were asked
increasingly specific questions: “Did you notice anything unusual during any part of the study?”, “Did you
notice any computer/survey errors, including minor ones, during the study?”, and “When the experimenter
asked you to explain your answers during the session, were there any discrepancies between your initial
questionnaire answers and the answers displayed on the screen by the experimenter?”. Answers were
similarly categorised into suspicion or no suspicion by two independent raters.

2.3.2 Questionnaires

2.3.2.1 Depressive symptoms Depressive symptoms were measured using the Beck Depression Inventory
II (Beck et al., 1996), a 21-item self-report measure. Each item measures a different symptom (e.g., sadness),
and participants select the statement that best describes their past two weeks (e.g., “I feel sad much of
the time”). The suicidal thoughts item was not measured for ethical reasons. The questionnaire has
high consistency (¢ = .83 —.96; Wang & Gorenstein, 2013), similar to our sample (« = .87). All study
questionnaires were completed twice, during the videoconferencing session and at the follow-up.

2.3.2.2 Experiential avoidance Experiential avoidance was measured using the Brief Experiential Avoid-
ance Questionnaire (BEAQ; Gamez, et al., 2014). Example items include “The key to a good life is never
feeling any pain” and “I won’t do something until I absolutely have to”. Although the original scale
uses a 7-point Likert scale, we used a visual analogue response format to ensure consistency with the CB
paradigm. The questionnaire has adequate internal consistency (x = .80 — .83; Gamez, et al., 2014), similar
to our sample (« = .80).

2.3.2.3 Life satisfaction To determine whether the intervention influenced well-being, we measured
global life satisfaction using the Satisfaction with Life Scale (Diener et al., 1985). An example statement
of this 5-item measure is “In most ways, my life is close to my ideal”. Participants are asked to rate
their agreement with each statement on a 7-point Likert scale ranging from 1 (“Strongly Disagree”) to 7
(“Strongly agree”). Internal consistency is adequate (x = .78; Vassar, 2008) and was similar in our sample
(v = .85).

2.3.24 Mindfulness We measured Langerian mindfulness using the 14-item Langer Mindfulness Scale
(Pirson et al., 2018). Scale items include “I like to investigate things” and “I am very curious”. Participants
rate their agreement on a Likert scale from 1 (“Strongly Disagree”) to 7 (“Strongly Agree”). Internal
consistency for the scale is high (¢ = .83 — .90; Pirson et al., 2018) and was slightly lower in this sample
(v = .75).

2.3.2.5 Transliminality To measure transliminality, we used the 17-item Revised Transliminality Scale
(Lange et al., 2000). Participants rate statements such as “For several days at a time, I have had such a
heightened awareness of sights and sounds that I cannot shut them out” as true or false. The scale has
adequate internal consistency (« = .82; Lange et al. 2000) and was similar in our sample (x = .83).

2.4 Hypotheses

We predicted that participants in the CB and non-deceptive CB conditions would report larger decreases in
experiential avoidance on the manipulated items than control participants one week after the experimental
manipulation. Furthermore, we expected these decreases to be greater in the deceptive CB condition than
in the non-deceptive one. These hypotheses about the manipulated items were not initially included in our
pre-registration, so we report them as exploratory analyses.

As pre-registered, we also predicted that participants in the two CB conditions would report greater de-
creases in experiential avoidance and depression as well as greater increases in life satisfaction (exploratory



outcome) one week after the experimental manipulation than controls. Similarly, we expected the effects
to be greater in the deceptive CB condition than in the non-deceptive one. Moreover, we predicted that
the change in experiential avoidance would be responsible for the decrease in depressive symptoms. In
particular, we hypothesised that reductions in experiential avoidance will mediate the relationship between
depression scores before and after the experimental manipulation in the combined CB conditions.

Finally, in exploratory analyses, we also tested whether participants with higher levels of mindfulness and
transliminality would be more likely to detect the CB manipulation.

2.5 Analyses

We planned to run enough participants to have an approximate sample size of 120 participants after
exclusions. The sample size was determined based on a power analysis; having 120 eligible participants
gave 80% power to detect a small to medium-sized effect of the condition on experiential avoidance
(f = 0.145) using a repeated measures ANOVA as an estimate. When we reached our planned 165
participants, the exclusion rate was greater than anticipated, and we did not reach our goal of 120. We
instead continued recruitment for one more month to ensure that our number of eligible participants would
be between 120 and 150.

For our primary hypotheses, we used a mixed-effects model predicting each outcome variable given the
condition (control, CB, non-deceptive CB), time (session 1, session 2), and their interaction, with a random
intercept for each participant. We used Tukey’s test to compare all pairs of means for each outcome. Tests
were directional, predicting the largest improvements in the CB group, followed by the non-deceptive
CB group, and then the control. For the personality predictors, we tested for correlations between either
mindfulness or transliminality and the (dichotomous) suspicion rating. As pre-registered, all tests used an
alpha of .05 with no family-wise error control, and all assumptions were met. For the mediation, we used
Sobel’s test to assess whether the difference in experiential avoidance mediated the relationship between
depression at session 1 and depression at session 2 in both CB groups combined. We used a pre-registered
alpha of .10 for this test. Hypotheses labelled as confirmatory were pre-registered.

3 Results

3.1 Manipulation

Attitudes were shifted by an average of 21.84 (9.52) and 24.07 (10.02) points out of 100 in the deceptive and
non-deceptive CB conditions respectively. Overall, nine participants (20%) detected the CB manipulation.
Of these, all reported suspicion during the post-experimental questionnaire, while three of them also
reported it during the session. Exploratory tests showed that detection in the CB group did not correlate
with mindfulness (r(49) = .06 [—.22,.33], p = .692) or transliminality (r(49) = .03 [—.03,.30], p = .850).

3.2 Manipulated experiential avoidance items

The choice blindness manipulation reduced agreement with the experiential avoidance items (Figure 3,
Table 1). On the three items that we manipulated, control participants had little change in their agreement
(M = —0.42 units; SD = 12.82). In contrast, the CB group dropped by 9.64 (14.23) units and the non-
deceptive CB group dropped by 5.78 (9.90) units. Exploratory Tukey’s tests showed that both CB groups
had larger reductions than the control but did not differ from each other. See Table 2 for descriptive
statistics.



Experiential avoidance Experiential avoidance Depression Life satisfaction
(BEAQ items with feedback) (BEAQ total scale) (BDI-II) (SWLS)

204

9>

-

¢

+

B o

’

-40 4

Difference (post—pre)
N
o o
: t
Control ] —*
1
CBA *
1
Control 1
CB
Control 1
CB
Control 1
CB

1
Non-deceptive CB 1 _’

1

1

Non-deceptive CB -
Non-deceptive CB 1
Non-deceptive CB -

Figure 3: Differences in outcome measures by group. Dots show means, lines show bootstrapped 95%
confidence intervals, and shape shows distribution.



Table 1: Tests of all pairwise comparisons. The two CB conditions reduced experiential avoidance on the
manipulated items, but these results did not generalise to the full scale or other measures. Bold shows
directional p < .05.

Measure Research hypothesis Difference SE z p
Experiential avoidance Control > CB -11.41 5.27 -2.17 .015
(BEAQ items with
feedback)
Control > Non-deceptive -10.03 5.11 -1.96 .025
CB
Non-deceptive CB > CB -1.37 5.45 -0.25 401
Experiential avoidance Control > CB -2.80 3.04 -0.92 179
(BEAQ total scale)
Control > Non-deceptive -3.90 2.95 -1.32 .093
CB
Non-deceptive CB > CB 1.11 3.15 0.35 637
Depression (BDI-II) Control > CB 0.73 1.83 0.40 .654
Control > Non-deceptive 1.70 1.78 0.96 831
CB
Non-deceptive CB > CB -0.97 1.90 -0.51 304
Life satisfaction (SWLS) Control > CB -1.56 1.56 -1.00 .841
Control > Non-deceptive 0.73 1.51 0.48 315
CB
Non-deceptive CB > CB -2.29 1.61 -1.42 922

Table 2: Means (and SDs) of outcome measures by time and group.

Type Measure Condition Pre Post
Exploratory Experiential avoidance Control 41.48 (19.66) 41.89 (20.37)
(BEAQ items with feedback)
CB 42.82 (17.62) 33.18 (17.77)
Non-deceptive CB 45.31 (18.78) 39.52 (20.00)
Confirmatory Experiential avoidance Control 44.80 (10.22) 44.82 (10.86)
(BEAQ total scale)
CB 45.09 (9.74) 42.60 (12.07)
Non-deceptive CB 45.88 (11.05) 43.06 (12.27)
Confirmatory Depression (BDI-II) Control 8.96 (6.65) 7.64 (7.16)
CB 9.79 (6.19) 10.02 (6.62)
Non-deceptive CB 8.33 (7.36) 8.08 (7.83)
Exploratory Life satisfaction (SWLS) Control 24.00 (5.80) 25.00 (5.61)
CB 24.60 (6.48) 24.65 (6.68)
Non-deceptive CB 23.75 (6.36) 25.23 (6.01)

3.3 Generalisation of effects

These item-level changes, however, did not generalise to the rest of the experiential avoidance scale. A
confirmatory Tukey’s test showed that, when looking at the total scale, there was no change in difference
scores across the groups (Table 1). Similar confirmatory tests also showed that there was no change in
depression scores across the groups, nor did the changes in experiential avoidance mediate any reductions



in depression scores (z = 0.68, p = .498). An exploratory Tukey’s test also showed no change in life
satisfaction across the groups. Finally, we tested whether the content of the confabulations in the CB
condition, transcribed from the audio recordings, would predict detection or inter-individual differences;
there were no such effects.

4 Discussion

We explored the generalisability and requirement of deception for confabulation-induced attitude change
in the choice blindness paradigm. Participants received feedback about their beliefs towards experiential
avoidance, which was either accurate (control) or manipulated to be less avoidant in a deceptive (CB) or a
transparent way (non-deceptive CB). Most participants endorsed the altered feedback and all provided
rationales for the modified answers. The false feedback in the CB conditions reduced experiential avoidance
beliefs on the manipulated items, but this did not improve overall avoidance, depression, or life satisfaction
scores. Finally, neither transliminality, mindfulness, nor confabulation content predicted CB detection.

Most participants (80%) did not detect the CB manipulation. Detection levels were lower than in other
studies involving attitude changes (Rieznik et al., 2017; Hall et al., 2013; Strandberg et al., 2018). Several
factors could explain this result. First, our experimental manipulation may have been smaller compared
to previous work. The false feedback in CB experiments often aims to reverse individuals” attitudes on
a topic (Rieznik et al., 2017; Hall et al., 2013). In our study, the average initial avoidance score in the CB
condition was 45.52 (out of 100), indicating some level of disagreement with the statements. In most cases,
the false feedback merely increased this disagreement, which may have been harder to detect than attitude
reversals. Second, our feedback was always positively valenced, with manipulated answers indicating less
avoidance. Participants may have been less likely to question this socially desirable feedback. Strandberg
and colleagues (2020) reported similarly low participant-level detection scores (32%) when framing their
feedback as reflecting (socially desirable) open-mindedness.

Reductions in the manipulated avoidance items are consistent with previous studies showing that CB can
produce attitude changes at least in the short term (Strandberg, 2018). The non-deceptive CB manipulations
had a similar impact. Contrary to predictions, we did not find a difference between the deceptive and
non-deceptive conditions. Raw scores suggest that belief changes may have been somewhat smaller in
the non-deceptive CB condition, but our study may have lacked the power to detect such an effect. If the
non-deceptive condition led to smaller attitude changes, this would align with mechanistic explanations
of CB-induced preference changes. In particular, rationalisations are thought to play an important role
in attitude change. Generating counter-attitudinal arguments through varied techniques such as such as
writing or role-play leads to attitude shifts (Janis & King, 1954; Brifiol et al., 2012). In the context of CB,
Strandberg and colleagues (2018) found that explaining manipulated answers increased attitude change by
roughly 50% compared to simply acknowledging those answers. Choice-induced preference is another
phenomenon thought to induce attitude changes in CB (Johansson et al., 2014). Studies show that choosing
or believing that one has selected an option makes one more likely to prefer that option (Enisman et al.,,
2021). Here, we sought to isolate the contribution of choice-induced preference by comparing attitude
changes between participants who believed they were explaining their own answers versus hypothetical
ones. Based on the sample means, score differences between conditions suggest that believing one has
selected an outcome may confer a small advantage.

These attitude changes were limited to the altered experiential avoidance items. The manipulations did not
generalise to rest of the experiential avoidance scale nor to depressive symptoms or life satisfaction. This
may be due to the low strength of the manipulation compared to other studies. Hall and colleagues (2013),
for example, found a change in voting intentions by reversing political preference items. As mentioned,
answers in this study were generally manipulated to indicate stronger levels of disagreement (by an average
of 22 point out of 100) and not attitude reversals. Furthermore, the authors” manipulation was tailored
to participants’ responses, resulting in an average of 6.8 manipulations per participant and an overall



summary score that indicated a preference reversal. In the current study, only manipulating three items
may have been insufficient to produce lasting effects on more general measures. To explore the question of
generalisability, future research could test stronger or more elaborate interventions by manipulating more
items, providing a summary score, or incorporating strategies to reinforce attitude changes over time.

The lack of generalisability may also be due to a mismatch between the specificity of the manipulated
items and the outcomes measured. The theory of planned behaviour (Ajzen, 1991; Manstead & Parker,
1995) stipulates that for attitudes and intentions to predict behaviour, they need to be on the same level
of specificity. Here, we manipulated trait-level beliefs about experiential avoidance (e.g., “I go out of my
way to avoid uncomfortable situations”), which may have been too general to result in specific behaviour
change (e.g., “This weekend I will go to a party even though I am stressed about it”). Furthermore, we
selected experiential avoidance and depression as the main outcome variables because they are casually
linked yet sufficiently distinct to reduce demand characteristics. However, the relationship between the two
may have been too removed; reducing avoidant behaviour for one week may be insufficient to decrease
depressive symptoms. To increase the impact of attitude changes on well-being, future interventions could
manipulate beliefs closer in specificity to the target behaviour, such as attitudes towards public speaking
before a public speaking task.

4.1 Limitations

The main limitation of our study pertains to the interpretation of the results. In the CB conditions, we
manipulated questionnaire items used to measure trait-level experiential avoidance. Thus, it is unclear
whether the observed reductions in self-reported avoidance are due to a change in participants’ perception
of their own experiential avoidance, demand characteristics, or an actual change in behaviour that affected
the post-experimental avoidance ratings.

Another limitation concerns the generalisability of the findings. Since this was the first test of the
non-deceptive CB intervention, we recruited a healthy student population with relatively low levels of
experiential avoidance and depression. It is unclear whether the intervention would be more successful in
a clinical sample that is likely to display a higher level of avoidance, or whether these participants may
be more likely to reject the false feedback. Indeed, such individuals may hold extreme beliefs, which is a
predictor of detection, and may be less likely to accept positive feedback about themselves. On the other
hand, individuals high in avoidance that do not detect the manipulation may report larger attitude changes.

5 Conclusions and recommendations

Our study has several implications for the experimental and clinical use of CB. The fact that that non-
deceptive CB can cause partial attitude change suggests that there may be at least two potential mechanisms
at play. The first involves the confabulation: the act of explaining the questionnaire feedback, whether or
not it is believed to be one’s own, may act as self-suggestion to nudge attitudes in the explained direction.
The second mechanism may involve choice-induced preference, in which believing that the feedback is
one’s own additionally shifts attitudes. Future studies could explicitly compare these mechanisms to
determine their strength, such as by crossing the presence of confabulation with the use of deception.

Given that deception is often avoided in clinical environments, our results may suggest the potential
clinical utility of CB. The manipulation could be used to change specific beliefs or demonstrate the ubiquity
of rationalisation. For example, explanations generated by the patient could serve as an experiential
demonstration of one’s willingness to generate explanations independent of their basis in truth. Our current
results indicate that such attitude change should target specific beliefs rather than more general constructs.
Future studies could test stronger CB-based manipulations in an attempt to increase the generalisation of
the resulting attitude changes. Overall, our findings suggest that confabulation in choice blindness can be
leveraged to promote specific attitude change without the necessity of deception.
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